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Information and probability 1

ü Shannon’s theorem establishes a close 
relationship between information theory and 
frequency or probability distributions. 

ü The Bayesian posterior probability distribution 
can be understood as a way of coding the 
information in data, using the hypothesis as a 
model.

ü Think of the problem of conveying a data 
consisting of a string of bits to someone else. It is 
possible to transmit the information in the data 
directly, by coding the bits in computer characters.
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ü

Think of the problem of conveying a data 
consisting of a string of bits to someone else. It is 
possible to transmit the information in the data 
directly, by coding the bits in computer characters.

ü If there were n bits in the data this would 
require Log@2, nD bits.
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Information and probability 2

ü An alternative is to code the information in the 
data using some hypothesis as a model. This 
would work if the data actually were explained by 
the hypothesis.

ü We first transmit the hypothesis, using the 
Shannon code for the prior probability, P@HD, then 
transmit the data given the hypothesis, using the 
Shannon code for the likelihood, P@D HD.

ü If the hypothesis is a good model for the data, 
this method may save a lot of bits by 
compressing the data.

FoleyGECO6201Lec4.nb    5



ü

If the hypothesis is a good model for the data, 
this method may save a lot of bits by 
compressing the data.
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Information and probability 3

ü To see how this works, take logarithms on both 
sides of Bayes’ Theorem:

(1)

2PartCode
Log@P@H DDD =

Log@P@HDD+Log@P@D HDD-Log@P@DDD
ü -Log@P@HDD is the Shannon code length for the 

model, given prior probabilities, and 
-Log@P@D HDD is the Shannon code length of the 
data given the model.

ü In econometric language, Log@P@D HDD is the 
log likelihood, a measure of the fit, since the 
more probable the data is conditional on the 
model, the better the model fits the data.
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ü

In econometric language, Log@P@D HDD is the 
log likelihood, a measure of the fit, since the 
more probable the data is conditional on the 
model, the better the model fits the data.
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Two-part codes

ü The whole scheme forms a two-part code for the 
data, the first part being the transmission of the 
model as an hypothesis, and the second part 
being the transmission of the data in terms of its 
residual deviations from the prediction of the 
model. 

ü The maximum posterior probability hypothesis 
corresponds to the shortest two-part coding of 
the data given the set of hypotheses we are 
allowing as messages. 
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ü This is the minimum description length 
principle advocated by Jorma Rissanen.
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Consequences of Shannon’s theorem

ü Shannon’s proof does not specify an algorithm to 
construct an optimal coding. Rather it addresses 
the issue of the code length in an optimal code.

ü With a Shannon coding, the average code length 
will be H@pD = -⁄i pi Log@piD, the informational 
entropy of the frequency distribution 
p = 8p1, …, pn<. 

ü Thus to every frequency distribution there 
corresponds a code length assignment, and, 
equally important, to every coding of messages 
there corresponds an implicit frequency 
distribution over the messages.

FoleyGECO6201Lec4.nb    11



ü

Thus to every frequency distribution there 
corresponds a code length assignment, and, 
equally important, to every coding of messages 
there corresponds an implicit frequency 
distribution over the messages.
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Examples of Shannon coding

Uniform distribution

ü Suppose we have a number uniformly distributed 
between 0 and 10. The probability density 
function (PDF) is f @xD = ‚x

10
. If we want to transmit 

the location of the number to one significant digit 
(i.e., is it between 0 and 1, or 1 and 2?, etc.) the 
uniform distribution assigns a probability of 1

10
 to 

each interval (since ‚x = 1 in this case). 
Shannon’s Theorem says, reasonably enough, 
that we can code this is 
-LogA10, ‚x

10
E = -Log@10, ‚xD+1 = 1 digit when 

‚x = 1. If we want to transmit the location to the 
second significant digit (intervals from 0 to .1, .1 
to .2, etc.) we will need, not surprisingly, 
-LogA10, ‚x

10
E = -Log@10, ‚xD+1 = 2 digits of 

code length when ‚x = 1
10

.
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ü

Suppose we have a number uniformly distributed 
between 0 and 10. The probability density 
function (PDF) is f @xD = ‚x

10
. If we want to transmit 

the location of the number to one significant digit 
(i.e., is it between 0 and 1, or 1 and 2?, etc.) the 
uniform distribution assigns a probability of 1

10
 to 

each interval (since ‚x = 1 in this case). 
Shannon’s Theorem says, reasonably enough, 
that we can code this is 
-LogA10, ‚x

10
E = -Log@10, ‚xD+1 = 1 digit when 

‚x = 1. If we want to transmit the location to the 
second significant digit (intervals from 0 to .1, .1 
to .2, etc.) we will need, not surprisingly, 
-LogA10, ‚x

10
E = -Log@10, ‚xD+1 = 2 digits of 

code length when ‚x = 1
10

.
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Normal distribution

ü Suppose we have a number normally distributed 
with mean 0 and standard deviation s. The PDF 

is 1
2 p s

„
-x2

2s2 ‚x. To code a number between 
Hx, x +‚xL requires 

(2)

-LogC„, 1
2 p s

„
-1

2
x2

s2 ‚xG =
-LogC„, ‚x

s
G+ 1

2
K x
s
O2+ 1

2
Log@„, 2 pD =
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(2)

-LogC„, ‚x
s
G+ 1

2
K x
s
O2+0.918939

ü Here the information units are nats.  The length 
of the code word increases as the square of the 
size of the number. For example, if ‚x = s

16
 and 

x = 2s, the code word will be 6 nats or 9 bits 
long. If ‚x = s

16
, and x = 0 the code word will be 4 

nats or 6 bits.

ü Note that if ‚x = 1, the PDF directly gives the 
probability for the interval.
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Information compression and theory 
choice

ü Information theory thus provides a framework for 
theory choice, given data. Theories can be 
compared in terms of how much they compress 
the data.

ü This is an extension of the philosophical principle 
of Occam’s Razor, which discourages 
unnecessary complexity in theories.
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ü Return to the logarithmic form of Bayes’ Theorem:

(3)

2PartCode
Log@P@H DDD =

Log@P@HDD+Log@P@D HDD-Log@P@DDD
ü In order to compute either the posterior 

probability of a theory given some data, or 
equivalently the compression of the data given a 
theory, we need two things: first, a prior over 
theories (P@HD); and second, the likelihood of the 
data given a theory (P@D HD).
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Turing machines 1

ü In the 1930s, in response to David Hilbert’s 
challenge to find a way to settle the truth or 
falsehood of any mathematical propositions, 
several thinkers, including Kurt Gödel, Alonzo 
Church, and Alan Turing, elaborated formal 
models of scientific reasoning. 

ü These models turned out to be logically 
equivalent, and all implied the impossibility of 
implementing Hilbert's program, because they led 
to the conclusion that while it would be possible 
to establish some mathematical propositions as 
true or false, there would be some that were 
undecidable. 
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ü

These models turned out to be logically 
equivalent, and all implied the impossibility of 
implementing Hilbert's program, because they led 
to the conclusion that while it would be possible 
to establish some mathematical propositions as 
true or false, there would be some that were 
undecidable. 

ü Turing’s model, the Turing Machine, is the most 
widely used of these models, so we will develop 
the argument as to theory choice in terms of it.
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Turing machines 2

ü A Turing Machine (TM) consists of a potentially 
infinite “tape” on which symbols from a finite 
alphabet can be written (or read) by a “head” 
whose operation depends on a finite number of 
“states”, one of which is distinguished as the 
“halting” state at which the machine stops. 

ü The Turing Machine starts in a certain state with 
the head located at a particular position on a tape 
containing a finite input string of symbols.

ü Each “cycle” of operation consists of the head 
reading the symbol on the tape, perhaps writing a 
symbol in its place, perhaps moving left or right 
on the tape, and shifting the machine to another 
state.
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ü

Each “cycle” of operation consists of the head 
reading the symbol on the tape, perhaps writing a 
symbol in its place, perhaps moving left or right 
on the tape, and shifting the machine to another 
state.

ü Given an input string x, a particular TM M may 
halt after some number of operations with an 
output string y = M@xD on the tape.

ü On the other hand, a TM may never halt on some 
inputs.
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Turing machines 3

ü Turing used the concept of the TM to attack 
Hilbert’s problem, on the assumption (now 
generally called the “Church-Turing thesis”) that 
any systematic procedure for ascertaining the 
truth or falsehood of a mathematical proposition 
could be represented abstractly by coding the 
proposition as an input to a TM, which would halt 
with either “true” or “false” on the tape.

ü Turing showed that there were some propositions 
that could not be decided by any Turing Machine, 
because of the possibility that the machine would 
never halt when given that proposition as input.
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ü

Turing showed that there were some propositions 
that could not be decided by any Turing Machine, 
because of the possibility that the machine would 
never halt when given that proposition as input.

ü One such undecidable proposition is whether or 
not a particular Turing Machine will reach the 
halting state on any arbitrary input.
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Turing machines 4

ü Turing proved that there were universal Turing 
Machines (UTMs) that could emulate the 
operation of any TM.

ü The idea here is that the tape begins with some 
finite program that instructs the UTM to behave 
as if it were some other specific TM.
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Algorithmic information content

ü One way to think of the Turing Machine is as a 
device for transforming one (perhaps short) input 
string into another (perhaps much longer) output 
string.

ü Andrey Kolmogorov proposed to define the 
“complexity” of a data string as the length of the 
shortest input program to a UTM that would lead 
the machine to halt with the data string on the 
tape.

ü This property of a string is also called its 
algorithmic information content (AIC), and is often 
denoted K@xD for a string x.
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ü

This property of a string is also called its 
algorithmic information content (AIC), and is often 
denoted K@xD for a string x.

ü For example the string 01010101 ... repeated a 
thousand times can be reproduced by an input 
program consisting of the pattern 01 and the 
number of times to repeat it, which constitute a 
very short input, so this string has low AIC.
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Solomonoff’s universal prior

ü Ray Solomonoff, writing before Kolmogorov, 
proposed the idea of “explaining” data strings by 
constructing a TM that could reproduce the string.

ü Solomonoff proposed to use the AIC as the basis 
for a universal prior probability over “hypotheses” 
in a Bayesian sense:

(4)PU@HD = 2-K@HD
ü Here K@HD is the shortest input to a UTM that will 

compute the likelihood of data strings conditional 
on the hypothesis.

ü Simple hypotheses correspond to shorter 
programs, which thus have a higher prior 
probability.
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ü

Simple hypotheses correspond to shorter 
programs, which thus have a higher prior 
probability.
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A paradox of AIC

ü Kolmogorov suggested using the AIC as a 
measure of the complexity of any data string.

ü Thus a string that simply repeats a short pattern 
would have low complexity, which is intuitively 
plausible.

ü But consider a string that is completely “random”, 
that is, has no regular features at all. The only 
way to reproduce such as string is to put the 
whole thing on the input tape of a UTM with the 
instruction to halt.

ü This “program”, however, results in no 
compression of the random data string at all, so 
according to AIC we would regard it as having 
maximum complexity.
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ü

This “program”, however, results in no 
compression of the random data string at all, so 
according to AIC we would regard it as having 
maximum complexity.

ü This is not intuitively plausible, because a 
completely random data string does not seem 
“complex” but rather devoid of information 
altogether.
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Effective complexity

ü Murray Gell-Mann and Seth Lloyd argued for a 
crucial change in point of view.

ü With the model of statistical mechanics in mind, 
they define a hypothesis as specifying 
frequencies over the set of all possible data 
strings of a given length, n, thereby creating what 
we have called an ensemble.

ü Thus in their setup the complexity of a data string 
is the length of the shortest program (for a UTM) 
that computes the frequencies of the ensemble 
that “best” represents the data string. Such a 
program takes as its input a particular data string 
and halts with the frequency the ensemble 
assigns to that string on the tape.

32     FoleyGECO6201Lec4.nb



ü

Thus in their setup the complexity of a data string 
is the length of the shortest program (for a UTM) 
that computes the frequencies of the ensemble 
that “best” represents the data string. Such a 
program takes as its input a particular data string 
and halts with the frequency the ensemble 
assigns to that string on the tape.

ü For example, a data string consisting of a short 
repeated pattern corresponds to an ensemble 
that gives the frequency 1 to the string consisting 
of the repeated pattern and the frequency 0 to 
every other string. The program to compute this 
probability is very short, because it consists of 
the pattern and an instruction to compare the 
pattern to the input string until a mismatch is 
found, so the effective complexity of the repeated 
pattern string is low.

ü A completely “random” data string, on the other 
hand, corresponds to an ensemble that gives an 
equal probability to all strings of the same length 
(since there is no reason to favor any particular 
one). The program to do this is also very short, 
since it consists just of the length of the data 
string and the instruction to assign the frequency 
2-n to any input string of length n. The effective 
complexity of random strings is also low, because 
they provide no patterns at all for a program to 
detect.
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ü

A completely “random” data string, on the other 
hand, corresponds to an ensemble that gives an 
equal probability to all strings of the same length 
(since there is no reason to favor any particular 
one). The program to do this is also very short, 
since it consists just of the length of the data 
string and the instruction to assign the frequency 
2-n to any input string of length n. The effective 
complexity of random strings is also low, because 
they provide no patterns at all for a program to 
detect.
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Constraints

ü As we have seen, in statistical mechanics 
constraints (on energy or total economic surplus, 
or income) are crucial to explaining particular 
phenomena.

ü Thus in general we will restrict the ensembles to 
be computed to those that meet certain 
constraints.
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Programs to compute ensemble frequencies

ü In general a hypothesis or theory corresponds to 
a program for a UTM of the following type.

ü The program accepts a data string, x Œ X @nD, 
where X @nD is the set of all strings of length n, as 
input, and assigns it to one of J “bins”, 
Xj@xD Ã X @nD, based on a (possibly sophisticated) 
analysis of the properties of the string. 

ü Then the ensemble program assigns a frequency 
Fj to each bin. If there are Nj strings assigned to 
bin j, then each string in the bin has the 
frequency f j = Fj ëNj, since the program cannot 
tell the strings assigned to any bin apart. Each 
string x will have one or more properties 
represented by the value of some (possibly 
vector-valued) function (such as energy or 
income) of the string, G@xD. The frequencies must 
satisfy constraints such as:
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ü

Then the ensemble program assigns a frequency 
Fj to each bin. If there are Nj strings assigned to 
bin j, then each string in the bin has the 
frequency f j = Fj ëNj, since the program cannot 
tell the strings assigned to any bin apart. Each 
string x will have one or more properties 
represented by the value of some (possibly 
vector-valued) function (such as energy or 
income) of the string, G@xD. The frequencies must 
satisfy constraints such as:

(5)‚x

Fj@xD
Nj@xD G@xD = G
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AIC of an ensemble program

ü How long is the program to compute the 
frequencies of an ensemble representing a 
theory H?

ü The program can be thought of as having two 
parts: a sorting routine to put any given input 
string into a bin; and a frequency distribution to 
assign frequencies to each bin. If we write 
X = 8X1, …, XJ< for the bins, and F = 8F1, …, FJ< 
for the corresponding frequencies and ensemble 
is a combination E = 8X , F<. The AIC of the 
ensemble is
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(6)K@ED = K@X D+K@FD
ü Note that we programs that compute the same 

binning but in a different order will be of the same 
length. Thus we have the freedom “without loss 
of generality” to choose ensembles that put the 
data string in the first bin. The assignment of 
frequencies to bins assigns some frequency to 
the first bin.

ü The likelihood of the data string x given an 
ensemble E that assigns the data string to its first 
bin is just P@x ED = 1

N1
. The data string shares 

the frequency assigned to the first bin with the 
other strings assigned to it.

ü In order to transmit an ensemble as a model of 
the data, we need to transmit both the program to 
sort strings into bins, XE, and the frequencies 
assigned to the bins, FE. Then we can specify the 
exact string (losslessly) by transmitting an integer 
representing its position in some ordering of the 
strings in the first bin. This is equivalent to a 
Shannon coding of the uniform distribution over 
the strings in each bin, including the first.
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ü

In order to transmit an ensemble as a model of 
the data, we need to transmit both the program to 
sort strings into bins, XE, and the frequencies 
assigned to the bins, FE. Then we can specify the 
exact string (losslessly) by transmitting an integer 
representing its position in some ordering of the 
strings in the first bin. This is equivalent to a 
Shannon coding of the uniform distribution over 
the strings in each bin, including the first.
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Entropy of ensemble frequency distributions

ü In order to transmit an ensemble frequency 
distribution, we need to code it in some way, 
corresponding to a prior probability over 
frequencies.

ü One “natural” way to do this is to make the prior 
probability of any frequency distribution 
proportional to the exponential of its entropy.

(7)P@FD µ 2H@FD
ü This is not the only way to code frequency 

distributions. We could also code starting from 
minimum Shannon entropy, or using other 
“entropies” with particular properties.
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ü

This is not the only way to code frequency 
distributions. We could also code starting from 
minimum Shannon entropy, or using other 
“entropies” with particular properties.
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Two-part codes and posterior probabilities

ü Applying the general Bayesian expression for the 
posterior probability of an hypothesis given data 
(1) to the case where the hypothesis is an 
ensemble E = 8XE, FE< that puts the data string in 
its first bin, and the data is the data string, x, we 
get the posterior probability:

(8)
-Log@P@E = 8XE, FE< xD =

-K@XED-Log@JED+H@FED-Log@NE1D
ü To transmit the data string using an ensemble 

theory as a model, then, we transmit a program 
to sort data strings into bins that puts the target 
data string in the first bin, a code word for the 
frequency distribution to be applied to the bins 
that satisfies the constraints, and the “address” of 
the actual data string in the first bin.
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ü

To transmit the data string using an ensemble 
theory as a model, then, we transmit a program 
to sort data strings into bins that puts the target 
data string in the first bin, a code word for the 
frequency distribution to be applied to the bins 
that satisfies the constraints, and the “address” of 
the actual data string in the first bin.

ü The log posterior probability of the ensemble as a 
model of the data is just the negative of the 
length of the two-part code constructed in this 
way.

ü Thus higher posterior probability ensemble 
theories use shorter programs to sort the data, 
have higher entropy of the frequency distributions 
given the constraints, and minimize the size of 
the (first) bin that contains the data string.

ü These objectives have to be traded off to find the 
maximum posterior probability ensemble theory 
for any target data string.
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ü

These objectives have to be traded off to find the 
maximum posterior probability ensemble theory 
for any target data string.
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Example: energy states

ü As an example, consider Gibbs’ canonical 
ensemble for data representing the state of a 
mechanical system (say, a gas of identical 
molecules) in thermal equilibrium with a heat 
bath, but otherwise isolated. The system can 
exchange energy with the heat bath, so its 
energy can vary, but its mean energy is 
constrained.

ü Data strings (system states) are sorted into bins 
according to their energy, which requires a 
relatively short computer program that can 
compute the kinetic energy of each state. The 
ensembles we consider all put the data string 
state into the first bin.
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ü

Data strings (system states) are sorted into bins 
according to their energy, which requires a 
relatively short computer program that can 
compute the kinetic energy of each state. The 
ensembles we consider all put the data string 
state into the first bin.

ü In this case the constraint is the mean energy 
constraint:

(9)‚
x

Fj@xD
Nj@xD u@xD = Xu\

ü The shortest code length for the frequency will 
correspond to maximizing entropy subject to this 
constraint.

ü The residual entropy us just the number of states 
with energy levels corresponding to the energy 
level of data string state within whatever 
accuracy of computation the computer program 
achieves.
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Solving scientific problems

ü This analysis is far from a “recipe” or “cookbook” 
for solving scientific problems.

ü First, there is no effective procedure to maximize 
posterior probability over ensemble theories. The 
reason for this lies in the fact that K@X D is not 
computable due to the halting problem. We might 
try to compute K@X D by enumerating all the 
programs of a given length for a UTM to see if 
any of them achieve the sorting. But because 
some of these programs may not halt in any finite 
time, this method does not succeed.

ü In fact, the abstract sorting procedure is the heart 
of scientific theories, because it establishes the 
dimensions in which the theory classifies data. 
This process involves human imagination, 
insight, and critical faculties. What the posterior 
probability provides is a test of how well a given 
theory succeeds, and a goal and framework 
within which theoretical ideas can be evaluated.
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ü

In fact, the abstract sorting procedure is the heart 
of scientific theories, because it establishes the 
dimensions in which the theory classifies data. 
This process involves human imagination, 
insight, and critical faculties. What the posterior 
probability provides is a test of how well a given 
theory succeeds, and a goal and framework 
within which theoretical ideas can be evaluated.

ü For example, the success of thermodynamics 
rests on the long process by which physicists 
identified energy as a conserved quantity and 
understood its various forms, such as kinetic 
energy. This underlies the procedure of sorting 
states of a mechanical system according to their 
energy levels which is the key to statistical 
mechanics.
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The second law of thermodynamics

ü The second law of thermodynamics appears in 
the ensemble theory choice analysis in the 
interesting and somewhat unexpected role of a 
coding scheme for frequency distributions.

ü It is clear from this formalism that any coding 
scheme for frequency distributions could be used 
in principle; some coding schemes, however, are 
going to result in more data compression and 
higher posterior probability for any given data 
string than others.

ü For example, it may turn out that for some data 
strings minimizing Shannon entropy results in a 
higher posterior probability.
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ü

For example, it may turn out that for some data 
strings minimizing Shannon entropy results in a 
higher posterior probability.

ü There are also alternative definitions of entropy. It 
turns out that there is a close connection 
between entropy definitions and the dynamics of 
Markov models, in that entropies are Lyapunov 
functions for Markov models.

ü Thus it is likely that the choice of a coding 
scheme for frequency distributions is not 
universal, but will depend on the dynamics 
underlying the data generation.
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Why doesn’t the posterior probability favor the 

frequency of the first bin? 

ü It may at first glance seem odd to argue that the 
posterior probability of an ensemble theory does 
not depend on the frequency the ensemble 
assigns to the bin containing the data string.

ü Technically, this analysis avoids this by 
stipulating that we consider only ensembles that 
put the data string in one distinguished bin (the 
first). Thus the posterior probability of the data 
string depends only on the number of strings in 
that bin.
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ü

Technically, this analysis avoids this by 
stipulating that we consider only ensembles that 
put the data string in one distinguished bin (the 
first). Thus the posterior probability of the data 
string depends only on the number of strings in 
that bin.

ü The distinguished bin might be thought of as the 
“attention” bin.

ü From the theory choice perspective, however, 
this feature of the posterior probability for 
ensemble theories is highly desirable. If the 
frequency of the data string bin were part of the 
posterior probability, maximizing posterior 
probability would “pull” the ensemble towards the 
data string, and therefore not be able to 
reproduce, for example, the ensembles of 
statistical mechanics.

ü The posterior probability in the current form 
favors theories that can be implemented 
effectively by short programs to sort data strings 
(by recognizing salient features), assign 
maximum entropy (of the appropriate sort) to the 
resulting categories, and minimize the number of 
data strings that are classed along with the actual 
data.
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ü

The posterior probability in the current form 
favors theories that can be implemented 
effectively by short programs to sort data strings 
(by recognizing salient features), assign 
maximum entropy (of the appropriate sort) to the 
resulting categories, and minimize the number of 
data strings that are classed along with the actual 
data.
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Ensembles and the philosophy of science

ü The ensemble interpretation of theory creation 
and evaluation clarifies some potentially puzzling 
aspects of scientific work.

ü In many cases the best available theory, in the 
sense of the ensemble with the maximum 
posterior probability given the data, will classify 
the data string we have to work with as part of a 
(possibly large) class of “similar” data strings.

ü For example, if the data string is a text of the 
works of Shakespeare, the best we may be able 
to do is to classify it as a (possibly annotated and 
edited) English text of the late sixteenth and early 
seventeenth century, along with a whole 
collection of close variants. The variants may 
differ in spelling, exact word choice, inclusion or 
exclusion of certain works, typographic errors, 
and a range of similar variations. 
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ü

For example, if the data string is a text of the 
works of Shakespeare, the best we may be able 
to do is to classify it as a (possibly annotated and 
edited) English text of the late sixteenth and early 
seventeenth century, along with a whole 
collection of close variants. The variants may 
differ in spelling, exact word choice, inclusion or 
exclusion of certain works, typographic errors, 
and a range of similar variations. 

ü Thus we inherently perceive reality as 
represented by a data string as a somewhat 
fuzzy collection of possible alternatives. Scientific 
discoveries may reduce this range of alternatives 
if it allows a finer-grained sorting of possible data 
strings that does not cost too much in terms of 
program length for the improved sorting program.
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Ensembles and neuroscience

ü Attempts by neuroscientists to characterize 
perception and behavior by the brains of humans 
and other species suggest a very similar 
structure in the way the brain processes 
information

ü Leading models of brain function, such as Steve 
Grossberg and Gail Carpenter’s Adaptive 
Resonance Theory (ART), envision a coarse-
grained sorting of perceptual stimuli into classes 
similar to the ensemble theory. ART makes the 
ensemble theory dynamic by considering the 
processing of a flow of new information in the 
form of new data.
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ü

Leading models of brain function, such as Steve 
Grossberg and Gail Carpenter’s Adaptive 
Resonance Theory (ART), envision a coarse-
grained sorting of perceptual stimuli into classes 
similar to the ensemble theory. ART makes the 
ensemble theory dynamic by considering the 
processing of a flow of new information in the 
form of new data.

ü One important unresolved question is whether 
the neuronal networks of the brain, which 
combine analog and digital elements in a subtle 
and still not completely understood manner, 
correspond to the same class of computable 
functions as the UTM concept defines according 
to the Church-Turing thesis.

ü In particular, it may be that neuronal networks 
have pattern-recognition capabilities that cannot 
be implemented in a UTM. (It may also be the 
case that the UTM encompasses everything that 
neuronal networks can do.)
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Contributions to knowledge

ü The ensemble theory provides a kind of deep 
background for actual scientific or scholarly work. 
It would be self-defeating for most of us to 
fashion research programs with the ensemble 
theory as a template.

ü The ensemble construction, however, does help 
us to understand the various “moments” of 
scientific advance, and some often-overlooked 
pitfalls in the pursuit of knowledge.
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The data

ü The collection of data is central to the advance of 
knowledge. We can see in the ensemble 
construction several important lessons about 
data collection.

ü  Data tends to already to be coarse-grained 
by human common-sense and experience, as 
well as by existing theoretical ensembles.

ü This can be either a hindrance or a help. For 
example, the prior influence of Aristotelian 
categories in many sciences led to long 
periods of scientific stagnation because new 
data was pigeon-holed in obsolete and 
irrelevant categories. In economics much 
data is highly coarse-grained through 
statistical categories.
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ü

This can be either a hindrance or a help. For 
example, the prior influence of Aristotelian 
categories in many sciences led to long 
periods of scientific stagnation because new 
data was pigeon-holed in obsolete and 
irrelevant categories. In economics much 
data is highly coarse-grained through 
statistical categories.

ü The pure collection of data is of inherently 
limited interest unless the data is so novel 
and surprising as to require a major revision 
of the ensemble representing theory. After a 
certain point the addition of more routine data 
to an existing ensemble yields diminishing 
scientific returns.
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The binning program

ü Innovations in what the ensemble theory 
represents as the binning program are much 
more far-reaching, and hence tend to have a 
much higher prestige in science than data 
collection.

ü On the other hand, it is possible to spend a lot of 
time and effort spinning elegant theories (those 
with relatively short programs) that do not wind 
up contributing much or anything to the 
compression of the data, and hence have a low 
posterior probability.

ü Occam’s razor (a preference for simple theories) 
is one blade of a theoretical scissors, the other 
blade of which is data compression.
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ü

Occam’s razor (a preference for simple theories) 
is one blade of a theoretical scissors, the other 
blade of which is data compression.

ü Without a vigorous and vigilant consideration of 
actual data compression, research programs can 
degenerate into aimless exploration of purely 
imaginary possibilities, or into a tedious repetition 
and elaboration of existing theoretical ideas, 
which may not be very effective in compressing 
data to begin with.
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Overfitting

ü One important lesson of the ensemble theory is 
that explanatory innovations are progressive only 
insofar as they contribute to the overall 
compression of observed data. This is a question 
of tradeoffs between theory complexity and 
explanatory power.

ü Overfitting in this perspective is the fallacy of 
elaborating theory with the goal of minimizing the 
size of the bin containing some particular data 
string. It is always possible to do this, for 
example, by creating “theories” that merely 
transform the data string into a different space 
without compressing it.
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ü

Overfitting in this perspective is the fallacy of 
elaborating theory with the goal of minimizing the 
size of the bin containing some particular data 
string. It is always possible to do this, for 
example, by creating “theories” that merely 
transform the data string into a different space 
without compressing it.

ü The symptoms of overfitting in real life are that 
theories that seem to do a “good” job of 
explaining one set of data fail when confronted 
with new or alternative data. The ensemble 
theory explains why this happens. The problem is 
that the overfitted theory puts too much weight on 
specific features of the data string that are not 
generalizable and result in poor compression of 
alternative data.

ü Economics is a difficult subject because the 
system it studies is a complex dynamical system 
with a very large number of degrees of freedom. 
The constraints suggested by Walrasian theory 
(basically market-clearing) are inherently very 
weak (much weaker than even the tendencies 
toward profit-rate and rate of surplus value 
equalization from classical political economy). It 
may be that general equilibrium theory simply 
does not provide a “handle” like energy 
conservation that is sufficiently powerful to 
produce an effective coarse-graining of economic 
data.
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ü

Economics is a difficult subject because the 
system it studies is a complex dynamical system 
with a very large number of degrees of freedom. 
The constraints suggested by Walrasian theory 
(basically market-clearing) are inherently very 
weak (much weaker than even the tendencies 
toward profit-rate and rate of surplus value 
equalization from classical political economy). It 
may be that general equilibrium theory simply 
does not provide a “handle” like energy 
conservation that is sufficiently powerful to 
produce an effective coarse-graining of economic 
data.
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The descriptive statistics ensemble

ü Suppose the data string interpreted as a set of 
numbers measured to some precision, 
x = 8x1, …, xn<.

ü One ensemble for this type of data is based on 
the descriptive statistics, the mean and the 
standard deviation, 

m@xD = 1
n ⁄xi, s@xD = 1

n-1 ‚Hxi -m@xDL2 . The 

statistics have to be computed to some limited 
precision.

ü The program to sort data for this ensemble takes 
a data string. x, as input and computes 
m@xD, s@xD, which constitute the bin into which the 
data is sorted.
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ü

The program to sort data for this ensemble takes 
a data string. x, as input and computes 
m@xD, s@xD, which constitute the bin into which the 
data is sorted.

ü At this level of generality we have no reason to 
favor one mean over another, we assign uniform 
frequency across the mean bins, which are finite 
in number because of the finite length of the data 
string and the finite precision of the numbers.

ü If there were some constraint on the mean 
values, we could assign maximum entropy 
frequencies to the bins.

ü A common choice for assignment of frequencies 
to the s bins is to make them proportional to s-1. 
This is called Jeffreys’ Prior, and leads to the t-
test and other common statistical tests. Jeffreys’ 
standard deviation frequencies are not 
normalizable.
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ü

A common choice for assignment of frequencies 
to the s bins is to make them proportional to s-1. 
This is called Jeffreys’ Prior, and leads to the t-
test and other common statistical tests. Jeffreys’ 
standard deviation frequencies are not 
normalizable.

ü Again, if there were some constraint on the 
standard deviations, we could assign maximum 
entropy frequencies to the standard deviation 
bins.

ü  To transmit the data using these descriptive 
statistics as a model, we would transmit the 
mean, standard deviation. The residual entropy is 
the number of samples with the same standard 
deviation (computed to the specified precision) 
which is proportional to sn-1, the measure of the 
surface of the hyper-sphere in n dimensions with 
radius s.
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Descriptive statistics ensemble with k dimensions

ü This analysis can be generalized to the situation 
where the data string is interpreted as n 
observations, each of k separate variables, an 
n¥k matrix X .

ü The descriptive statistics are now the mean, a k-
dimensional vector, m@X D = 1

n 1T X , and the k¥k 
covariance matrix S@X D = 1

n-1
HX -mLT HX -mL.

ü The ensemble is now constituted by coarse-
grained bins in the mean and covariance matrix 
of the data strings.

ü Jeffreys’ prior generalizes to an assignment of 
frequencies to the covariance matrix bins 
proportional to S@X D -n-1

2 . The residual entropy 
is proportional to S@X D n-1

2 , which is the 
measure of the number of samples with the given 
covariance matrix.
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ü

Jeffreys’ prior generalizes to an assignment of 
frequencies to the covariance matrix bins 
proportional to S@X D -n-1

2 . The residual entropy 
is proportional to S@X D n-1

2 , which is the 
measure of the number of samples with the given 
covariance matrix.

ü It is possible to derive the theory of linear 
regression from this model, including the t-
distribution of regression coefficients.
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