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An Entropy-Constrained Model of Induced Technical
Change with a Single Innovation Possibility Frontier

Jangho Yang∗

Abstract

This paper proposes an entropy-constrained model of induced technical change (ITC) and
estimates the innovation possibilities frontier (IPF) of the OECD countries. The ITC model
captures endogenous dynamics of technical progress driven by competition among capitalists to
lower production costs. However, its assumption that the typical capitalist is able to maximize
cost reductions with complete certainty leads to the implausible result that all capitalists end
up being on the technological frontier. The entropy constrained ITC model generalizes the
canonical model by allowing the economic agent to have a positive degree of uncertainty. This
leads to a qualitatively different result in that the solution of the same maximization problem
is not a single point on the frontier but a probability distribution of the possible states of the
technological change. The Bayesian inference is then employed and successfully recovers the
single IPF of the entropy constrained ITC model for the OECD countries.

Keywords: Induced technical change, innovation possibilities frontier, entropy constrained
model, Bayesian inference
JEL codes: C110, C150, D01, D24, D80, O33, O4

1 Introduction

Themodel of induced technical change (ITC), whose theoretical heritage traces back to Ricardo and
Marx,1 captures endogenous dynamics of technical progress in a capitalist system. The core idea of
the ITC is that technical progress in a capitalist economy is driven by competition among capitalists
to lower total production costs through constant discoveries and adoptions of new techniques of
production. This process of technical change is fundamentally endogenous since technical change

∗The New School for Social Research, 6 East 16th Street, New York, NY 10003. Email: yangj994@newschool.edu
1For the discussions on the elements of the ITC model by Ricardo and Marx, see the Chapter on Machinery in On the Principle

of Political Economy and Taxation (Ricardo, 2004) and Chapter 15 in Capital (Marx, 1990).
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is induced by unit cost of inputs of the economy. The ITCmodel makes one fundamental theoretical
assumption about the technological constraint of a trade-off between rates of change of labor and
capital productivity. This idea is expressed in the innovation possibilities frontier function (IPF)
used in the modern models of induced technical change such as of Kennedy (1964), Dumenil and
Levy (1995, 2005, 2011), and Foley (1999, 2003).

Despite all the important theoretical implications, the ITC models in the original set-up by
Kennedy (1964) come to the unrealistic result that all capitalists end up being precisely on the
technological frontier and realize the full potential of cost reductions through technical change.2
This model conclusion is inevitably at odds with reality primarily because the technological frontier
is not the norm but the limit of technical progress which is not easily attainable by all capitalists
in the real economy. This somewhat troubling result comes from the initial model assumption that
the typical capitalist is able to maximize the cost reduction with no barrier other than the IPF itself.
Therefore, the ITC model, as with many other equilibrium approaches in economics, boils down to
a simple maximization problem with a constraint that leads to a single point on the frontier as an
equilibrium (under the condition that the IPF is a concave function).

From the information theory perspective (Shannon, 1948; Jaynes, 1978b, 1988, 2003; Wolpert,
2009), the ITCmodel can be categorized into one specific class of models in which economic agents
are assumed to have full capacity to process all relevant market information through any channels,
resulting in a complete certainty about their decision. Since uncertainty can be measured using the
notion of entropy, this class ofmodel can be termed as the zero entropymodel. A non-trivial result of
this model is that the solution in a well-defined problem always leads to a single state, which can be
expressed as a Dirac Delta distribution. The alternative class of model that we develop in this paper
is the entropy-constrained model. Economic agents in this model are exposed to some degree of
uncertainty and have a limited capacity to process market signals. This idea can be mathematically
expressed by constraining entropy to some positive minimum. An important ramification of the
entropy-constrained model is that the solution in a well-defined problem leads to a non-degenerate
distribution of heterogeneous actions even without making any arbitrary assumptions as to the
biases of individual economic agents. In other words, the equilibrium of this system is not a single
state but a distribution of possible states, which is often called statistical equilibrium.

The entropy-constrained ITCmodel we propose in this paper attempts to overcome the drawback
of the canonical ITCmodel. In the newmodel, we assume that the economic agent tries tomaximize
cost reduction with a positive degree of uncertainty. This entropy-constrained ITC model leads to a
qualitatively different result in that the solution of the maximization problem is not a single state on
the frontier but a probability distribution of the possible states of the technological change. With

2It is worthwhile to note that Dumenil and Levy’s model (1995, 2005) does not presume that all the firms are on the frontier. In
their model, the technological change is either uniform over a innovation possibility set or constrained by the locality of innovation
below the frontier.
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a simple payoff function of cost reduction, in which the payoff is a linear function of the distance
between the actual cost reduction and the maximum cost reduction on the frontier, we demonstrate
that the entropy-constraint ITC yields an exponential distribution of the cost reductions distance
with the intensity parameter as the statistical equilibrium. In the exponential distribution of the
distance, the cost reduction around the frontier is most likely, but cost reductions below the frontier
are also possible, providing us with a more powerful theoretical tool to analyze the data at hand.

Based on the entropy-constrained ITC model, the paper recovers the innovation possibilities
frontier of the OECD countries using the Expended Penn World Table database assembled by
Adalmir Marquetti and Duncan Foley.3 In recovering the IPF, we employ the Bayesian inference
in statistics, which is a systematic approach to incorporating investigator’s prior knowledge in
model estimation. We use the derived statistical equilibrium of the entropy-constrained ITC model
as a likelihood function and use the steady-state results from the Goodwin labor market model
with the ITC in setting up prior distributions on the model parameter. The paper successfully
recovers a single IPF of the OECD countries in the sense that the distribution of recovered distances
between observed and the maximum cost reduction follows a distinctive exponential distribution.
The majority of economies are close to the innovation possibilities frontier within 2% difference
from the maximum cost reductions while some are quite apart from it providing a more realistic
understanding of technical change in the OECD countries.

The remainder of this paper is organized as follows. Section 2 sets up the canonical model of
induced technical change with its steady-state property relying on Goodwin’s labor market model.
Section 3 generalizes the canonical model into the entropy-constrained ITC model by allowing the
economic agent to have a positive degree of uncertainty as opposed to the zero uncertainty case
in the canonical model. Section 4 estimates the innovation possibilities frontier of the ITC model
under the assumption that there is only one frontier for the OECD countries. Section 5 discusses
the implication of recovered frontiers and some qualifications of a single frontier model. The
conclusion summarizes contributions this paper makes to the economic literature.

2 The Model of Induced Technical Change

2.1 The Canonical ITC Model

This paper employs the induced technical change model by Kennedy (1964) and Foley (2003) as
the canonical model of technical change, in which technical change defined as changes in capital
and labor productivity growth is induced by the unit cost of inputs. In this model, a typical
capitalist maximizes potential total cost reductions by adopting a new technology constrained by

3The database can be found at https://sites.google.com/a/newschool.edu/duncan-foley-homepage/home.
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the innovation possibilities frontier, which defines a trade-off between increases of labor and capital
productivity growth.

To see this formally, let us suppose an economy with two production inputs, labor and capital.
We denote the labor and capital productivity x and ρ as x = Y/L and ρ = Y/K , where Y is the
value added, L is the number of workers and K is the value of capital invested. The growth rate of
labor and capital productivity are thus defined as γ = dx/x and χ = dρ/ρ. We also define ζ to be
an instantaneous decrease in unit cost, ζ = d(C/Y )/(C/Y ) where C is a total cost of production.4
ζ can be expressed in term of the weighted average of γ and χ with respective weights given by
unit labor costs ω and unit capital cost (1 − ω): 5

ζ = ωγ + (1 − ω) χ, (1)

where ω = wL/Y and 1 −ω = rK/Y represent the wage share (unit labor cost) and the profit share
(unit capital cost), respectively, with w and r being the wage rate and the profit rate.6

As we discussed above, the ITC model is predicated on the idea that γ and χ respond to changes
inω in a way that new set of techniques can maximize ζ . For example, if there is an increase in unit
labor cost, the capitalist will be better off introducing a labor saving technology, which is basically
expressed by increasing γ. This behavioral assumption interprets ζ as the resulting maximized cost
reduction after the capitalist introduces a new set of technology after receiving market signal on
the unit labor cost.

The key assumption of the ITC model is that the capitalist faces a limit in technical progress,
the innovation possibility frontier, in which available technologies are constrained by the trade-off
between the rates of increase of labor and capital productivity. This IPF suggests that an increase
in productivity of one input is made possible at the cost of a decrease in productivity of the other
input. Unless the IPF itself moves, simultaneous increases in productivity of both inputs are not
feasible. Higher labor productivity growth, for example, is coupled with lower capital productivity
growth on the innovation possibilities frontier. The trade-off between χ and γ can be represented

4An instantaneous decrease in unit cost is equivalent to an instantaneous increase in profits when changing technology does not
affect the expectation about price, including wages.

5The growth rate of total costs C = r̂K + ŵL, where r̂ and ŵ are the uniform rate of profit and the equalized wage rate, can be
obtained by taking the time derivative of C and dividing it with C itself:

dC/dt
C

= gC =
r̄K

r̄K + w̄L
dK/dt

K
+

w̄L
r̄K + w̄L

dL/dt
L
= (1 − ω)gK + ωgL .

Since x = Y/L and ρ = Y/K, we have gC = (1 − ω)(gY − gρ ) + ω(gY − gx ) = −(1 − ω) χ + ωγ + gY . Consequently,
ζ = −gC/Y = (1 − ω) χ − ωγ.

6Note that this equation itself is an identity and has no bearing on its own as to the relationship between income distribution and
technical change before we make a behavioral assumption about the choice of technique by capitalist. We thank Gerald Dumenil
and Domonique Levy for this point.
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by the concave function:
γ = f ( χ), with f ′ < 0, f ′′ < 0. (2)

Consequently, a typical capitalist maximizes the potential cost reduction ζ given the IPF, which is
represented by the following maximization problem.

max ζ = ωγ + (1 − ω) χ, (3)

s. t γ = f ( χ).

The solution to this problem yields a canonical relationship between technical progress and income
distribution:

1 − ω
ω
= − f ′( χ). (4)

Equation (4) states that the slope of the IPF is the negative ratio of the profit and wage share
−(1 − ω)/ω, expressing our behavioral assumption between income distribution ω and technical
change expressed by χ. When the wage share is high, −(1 − ω)/ω is less steep and therefore the
tangent of the IPF is located where γ is high and χ is low. This point can be seen more clearly with
the following figure where a hypothetical IPF is drawn with its slope in a point with high unit labor
costs.

●

χ= χ*

γ = f(χ)
f(χ*) = −(1−ω*)/ω*

χ

γ

Innovation Possibility Fronter

Figure 1: An innovation possibilities frontier. The bold line represents the IPF, a functional relationship
that represents the trade-off between χ and γ. The dotted line represents a tangent line of IPF at χ = χ∗.
The tangent represents the maximum cost reduction given the wage share ω = ω∗. The plot represents a
particular equilibrium where γ is positive and χ is negative.
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We can see from the figure that when ω increases the tangent moves to the north-west with high
γ and low χ.

2.2 The Steady-State

We can further extend the scope of the model by introducing a feedback mechanism that allows
technical progress to affect income distribution. This model extension aims to acquire the steady
state value of technical progress and income distribution given the IPF. For this purpose, we employ
the induced technical change model with Goodwin’s labor market interactions developed by Foley
(2003), in which technical progress affects the employment rate L/N and thus the unit labor cost,
where N and L denote the labor supply and the employed labor. To see this formally, we start with
the growth rate of wages ŵ as a positive function of the level of employment rate e:

ŵ = g(e), (5)

where g′(·) > 0. Based on the definition of wage share wL/Y , we have the following relation:

ω̂ = ŵ − γ = g(e) − f ( χ), (6)

Second, using the identity Y = xL = ρK and Equation (2), the growth rate of the demand for
labor input L̂ can be expressed as:

L̂ = K̂ + χ − γ = K̂ + χ − f ( χ). (7)

Under the assumption that investment is funded by profits, the growth rate of capital accumulation
K̂ can be expressed as:

K̂ =
I
K
=

aΠ
K
= a
Π/Y
K/Y

= aπρ, (8)

where I is investment, a is the accumulation rate, and Π are profits. Therefore, an exogenously
given growth rate of labor supply N̂ = n̄ implies the following equation for the growth rate of
employment rate:

ê = L̂ − N̂ = aπρ + χ − f ( χ) − n̄. (9)
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Equation (2), (6) and (9) comprise ITC with a Goodwin labor market model:

ω̂ = g(e) − f ( χ)

ê = aπρ + χ − f ( χ) − n̄

γ = f ( χ).

This system requires χ = 0 to have a steady state (ω̂ = ê = 0). Therefore, the steady-state
profit-wage share ratio and labor productivity growth can be written as follows:

1 − ω∗

ω∗
= − f ′( χ = 0) (10)

γ∗ = f ( χ = 0) (11)

The result suggests that in the steady state the wage share ω∗ is determined by technical conditions
in which χ becomes zero given the IPF.

2.3 Caveats of Canonical ITC Model

The canonical ITC model is an important alternative to a conventional economic growth theory
based on a production function with exogenous technical change since it introduces an endogenous
technical progress dynamics into the model. However, the model inevitably bears some unrealistic
implications. Notably, the maximization of the cost reductions ζ with the innovation possibilities
frontier as a constraint leads the typical capitalist to be at some point right on the frontier depending
on her cost structure. In other words, the model predicts that the typical capitalist successfully
maximizes the cost reduction by adopting a set of new technologies that actually brings her on the
innovation possibility frontier. This result, however, is based on the unrealistic assumption that
the capitalist has a full capacity to recognize her own cost structure, calculate the potential cost
reduction, and innovate the existing technologies based on it. The actual economic agent in the
real economy, however, is always exposed to some degree of uncertainty in processing the market
signal and making decisions, which might cause non-optimizing behavior from perspective of
simple maximization programs such as delays and inertia in the economic behavior. For example,
a capitalist faced with several sets of new technologies might not be always able to pick the right
technologies that brings her maximum cost reductions. Economic models of technical change
should faithfully reflect this core aspect of uncertain economic process.

The problem that all capitalists should be on the IPF becomes more pronounced when inter-
preting the observed data of χ and γ. If we are faithful to the canonical ITC model, we first
have to believe that every observation of cost reduction represents a point on some IPF. We then
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allow some degree of stochastic process in the model including the possibility of sampling error.
If the pairs of χ and γ cannot possibly be situated on the same IPF even with a large degree of
stochastic error, the investigator might think of the possibility of multiple frontiers in the economy.
Consequently, the observed data is explained as a result of the combination of the movement of the
IPF itself and some stochastic errors. This framework of interpreting the observed data χ and γ has
two immediate problems. First, those data points deviating from the IPF lose economic meaning
and are regarded as pure statistical noise from the canonical ITC perspective. They do not tell us
more than that the data set is noisy to some degree, providing no other fruitful information about
the economy. Second, the possibility of multiple frontiers also loses economic meaning because
their existence is recovered only as a byproduct of the stochastic process in the model. The less
tolerance the investigator has for the stochastic process and therefore the less noise that is assumed
in the data, the more frontiers will show up in the end result. Since the stochastic process itself
does not have any economic meaning, the recovery of multiple frontiers can be just a result of some
statistical modeling of the noise term devoid of economic interpretations.

We believe that a better approach is to introduce a new class ofmodel by dropping the assumption
that the capitalist has no uncertainty in processing the market signals and making decisions so as
to allow the deviation from the frontier in the model. On this basis, we will propose an entropy-
constrained ITC model in the following section.

3 Entropy-Constrained ITC model

There have been important attempts to introduce information theoretic approaches in economics in
an effort to propose an alternative framework to the equilibrium as a single point, such as Walrasian
general equilibrium. (Foley, 1994, 2010; Smith and Foley, 2008; Sims, 2003, 2006) This notion
of equilibrium is helpful in understanding the central tendency the model predicts but fails to
capture the rich processes of the real economy where fluctuations around the central tendencies
are the norm not the exceptions. The information theoretic approach is predicated on the notion
of statistical equilibrium pioneered by physicists Maxwell, Boltzmann, and Gibbs and suggests
a qualitatively different framework from the conventional equilibrium models. This is because
the statistical equilibrium approach can predict the endogenous fluctuations of the system along
with its central tendencies simultaneously. It has some particular advantages over other alternative
approaches, such as behavior and information economics, in that it does not have to assume biases of
economic agents in the model to predict fluctuations. Even without any behavioral or informational
biases, the statistical equilibrium model with a typical economic agent can explain heterogeneity
in the observed behavior, suggesting it can serve as an overarching alternative to the conventional
equilibrium models in economics.
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Noticeable examples that utilize information theory in economics are the entropy-constrained
models, including the rational inattention literature (Sims, 2003, 2006; Yang, 2009; Woodford,
2009; Luo and Young, 2009). This line of models is based on optimizing the objective function of
economic agents under the assumption that they are information-constrained. In these models, the
economic agent is assumed to have a positive degree of uncertainty in processing market signals
and making decisions. This idea can be expressed by setting the entropy to be positive and, as
a result, the optimization problem will lead to a non-degenerate distribution of behaviors. The
following sections discuss in detail how entropy and uncertain are related and how we can derive a
non-degenerate distribution of economic behavior in the induced technical change model.

3.1 Entropy and Uncertainty

We first describe the well established relation between entropy and uncertainty. For this purpose,
let us illustrate a simple situation where we have n equally likely outcomes of a certain process, e.g.
heads or tails in a coin toss (n = 2) or win, loss, or tie in a football match ( n = 3). If there is only
one state, n = 1, we do not have any uncertainty about the outcome. In contrast, our uncertainty
increases as the number of possible outcomes increases. From this simple setting, the uncertainty
about the system is proportional to the number of possible states of the system, other things being
equal. Now, let us drop the assumption that n outcomes have an equal probability to occur. That
is, all possible states have their own probability, p1, p2, ..., pn. If the probability distribution of the
states is a type of distribution in which only one outcome is possible, that is, p j = 1 while p j− = 0,
then we can say that we know which event will occur and are perfectly certain about the process. In
contrast, if the probability distribution is uniform where pi = 1/n, we are not sure which event will
occur at all and thus are perfectly uncertain about the process. From this simple example, we see
that the uncertainty about the system also depends on which probability distribution the system has.
The definition of entropy is the concept used to quantify the degree of uncertainty about outcomes
based on these two elements: the number of states and the probability distribution of the states.

This point can be further clarified by expanding the above problem to a large number of possible
configurations where we have m number of subsets out of n number of objects. Then, we ask
the same question how many possible states of n are possible in terms of its subset m without
considering the order of the object. Two extreme states are when all n objects are put into a single
subset and the other m − 1 subsets have zero object (zero uncertainty) or all n objects are equally
put into all the subset so that all m subsets have the same number of object (complete uncertainty).
We can think of many different outcomes depending on the number of n objects and m subsets. The
total number of possible states can be succinctly summarized using the multinomial coefficient:
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(
n

n1, n2...nm

)
=

n!
n1!n2!...nm!

(12)

where n = n1 + n2 + ... + nm. Using the fixed proportion ni
n = pi, the multinomial coefficient can

be expressed as: (
n

n1, n2...nm

)
=

n!
(np1)!(np2)!...(npm)!

(13)

Since the multinomial coefficient is a fast growing function with its argument and cannot be easily
approximated by a Taylor expansion, it is practically and mathematically more useful to take the
logarithm of this multiplicity.7 Taking the logarithm of the multinomial coefficient and using the
Stirling approximation Log(n!) ≈ n log[n] − n, we have:

log
(

n!
(np1)!(np2)!...(npm)!

)
≈ log(n!) −

m∑
i=1

log(npi!)

= n log(n) − n −
m∑

i=1
[npi log(npi) − npi]

= n log(n) − log(n)n
m∑

i=1
[pi] − n

m∑
i=1

[log(pi)pi]

= −n
m∑

i=1
[log(pi)pi] (14)

This approximation to the logarithm of the multinomial coefficient is called entropy, N H , and is
directly related to how uncertain we are about the system. It is an increasing function of the number
of states n. As the possible outcomes increase, our uncertainty should increase as well other things
being equal. The entropy is maximized when p1 = p2 = ... = pm and is minimized when p j = 1
while p j− = 0. In the latter case when we are perfectly certain about which event will occur, the
entropy is equal to zero.8 What we are really interested in is actually the entropy per outcome
H = −

∑m
i=1[log(pi)pi], because it can represent the average uncertainty in the system regardless of

the size of system. Therefore, we will use H as our proper definition of entropy in this paper.9

7The reason as to the necessity of the logarithm is explained slightly differently in Shannon’s (1948). The logarithm is necessary
because the logarithm of n states (or messages) correspond to information contents. For example, if there are two codes to send n
messages, log2(n) bits of information is required, since n = 2log2 (n) .

8It can be easily shown that the entropy of this distribution, often called Dirac Delta distribution, is zero. Let us denote
that pj and pj− are the probability of jth element and the all other elements but j, respectively. The entropy is calculated as:
H[p] = −pj Log[pj ] − p−j Log[pj− ]. In the Dirac Delta function, one choice is assigned probability 1 while the other choices gets
zero probability, pj = 1 while pj− = 0. And therefore we have, H[q] = −pd̂ Log[1] + 0 Log[0] = 0 + 0 = 0.

9This is basically equivalent to Shannon’s entropy.
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The relation between entropy and uncertainty tells us that if there is incomplete certainty about
the system, the entropy should be positive, which, as we will see, leads to a quantitatively different
result.

3.2 Probabilistic Model of ITC with Entropy Constraint

To derive the entropy constrained ITC model, we first assume, in line with the induced technical
change models, that the payoff to the typical capitalist of adopting a new technique depends on
how much cost reduction ζ she can achieve relative to the maximum cost reduction on the frontier
ζ f , that is the difference between ζ f and ζ . We denote ζ f − ζ by ∆ζ ≥ 0. The payoff and the
probability of adopting a new technique are denoted as u[∆ζ] and p∆ζ , respectively. Lower ∆ζ
leads to higher payoff because it implies that the new technique brings about the cost reduction
close to the maximum cost reduction of the frontier. The payoff is maximized when ∆ζ = 0, that is
when the actual cost reduction is equal to the maximum cost reduction on the frontier. The typical
capitalist wants to maximize the payoff u[∆ζ]. This boils down to a simple maximization problem
as follows:

max
∑

p∆ζu[∆ζ], (15)

s. t
∑

d

p∆ζ = 1.

With no further constraint, the solution to this problem is the Dirac Delta function, choosing the
technique that minimizes the distance between ζ and ζ f and thus maximizes the payoff u[∆ζ] :

p∆ζ = λ[∆ζ − ∆̂ζ[u,∆ζ]]] (16)

where ∆̂ζ[u,∆ζ] is the distance that maximizes the payoff, which is equal to zero in our model.
The Dirac Delta function has the following property

λ(x) =



1, x = 0

0, x , 0
and

∫ ∞

−∞

λ(x) dx = 1. (17)

so that the resulting frequency distribution of p∆ζ puts unit weight on the payoff maximizing action
while puts zero weight on the others. This is basically the result of the canonical ITC model, where
the typical capitalist has one payoff maximizing set of technology on the frontier, that is ∆ζ = 0. As
we discussed in the previous section, this Dirac Delta function implies zero entropy in the system.
The zero entropy model implies that the typical capitalist has a full capacity to process all relevant
market information as to the cost reductions, resulting in a complete certainty about their decision.
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Therefore, any changes in the input costs will induce an optimal response of technical change so
that all potential cost reductions are fully exhausted. The typical capitalist will be always on the
innovation possibility frontier.

Here, we drop this implausible assumption that the typical capitalist has complete certainty about
her decision by introducing a positive minimum entropy Hmin into our maximization program (an
entropy-constrained model). Therefore, the model boils down to a maximization problem with an
entropy constraint as follows:

max
∑

p∆ζu[∆ζ],

s. t H[p∆ζ ] = −
∑

p∆ζ Log[p∆ζ ] ≥ Hmin,∑
x

p∆ζ = 1. (18)

A Lagrangian function of this maximization problem is as follows:

L[p, u,∆ζ,T] =
∑
∆ζ

p∆ζu[∆ζ] + T *.
,
−

∑
∆ζ

p∆ζ Log[p∆ζ ]∆ζ − Hmin
+/
-
,

whose first order condition is

∂L
∂p∆ζ

= −u[∆ζ] − T
(
1 + Log[p∆ζ ]∆ζ

)
) = 0,

Thus, the adoption frequencies at a behavior temperature T for adopting a new technique with
∆ζ is:

p∆ζ ∝ e
u[∆ζ]
T (19)

Equation (19) suggests that the payoff maximizing distribution of p with a minimum entropy
constraint is the Gibbs canonical distribution.10 Using a simple payoff function in which the payoff
is a linear function of ∆ζ = ζ f − ζ , the adoption frequencies becomes:

p∆ζ ∝ e
m−n(∆ζ)

T (20)

10For a detailed discussion about how entropy-maximization leads to Gibbs distribution, see Jaynes (1978a,b).
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where m, n > 0. Since the constant term is washed out when integrating:

e
m
T e−

n(∆ζ)
T

e
m
T

∫
e−

n(∆ζ)
T

=
e

m
T e−

n(∆ζ)
T

e
m
T

∫
e−

n(∆ζ)
T

=
e−

n(∆ζ)
T∫

e−
n(∆ζ)
T

the equation can be simplified:

p∆ζ ∝ e
−∆ζ
β (21)

where β = T/n, representing the intensity of the payoff.
This result shows a stark contrast to the the canonical ITC model, because the solution of the

maximization problem is not a single point on the frontier, but a probability distribution of the
possible states of the technological change. The cost reduction around frontier is still most likely,
but cost reductions below the frontier are also possible. That is, all capitalists should not necessarily
be on the frontier. This approach provides a powerful tool for analyzing the actual data where it
is hard to make such an assumption that every observations of the cost reduction are those on the
frontier. Instead, we can make a plausible assumption that some economies are close to the frontier
while some others are far from it using the exponential distribution we have just derived above. As
we will see in the following sections, this assumption leads to highly satisfying estimations of the
frontier.

4 Model Estimation: single frontier case

We now estimate the innovation possibilities frontier of the entropy constrained ITC model and
recover the distribution of ∆ζ of the data.

4.1 Data

We use the Extended Penn World Table database 4.0 (EPWT) assembled by Adalmir Marquetti
and Duncan Foley to obtain the country level data on technical progress and income distribution.
The EPWT contains some macro variables for all existing countries from 1968 - 2009. Out of all
sample, we take the OECD countries for two specific periods: 1981-96 and 1981 and 1990. The
reason behind this is that we believe the technological frontier should exist among economically
advanced countries. Two representative periods are selected in order to highlight the advantage and
disadvantage of the single frontier assumption.

We extract 4 variables: capital productivity(ρ), labor productivity(x), wage share(ω), and the
GDP corrected by the PPP. To obtain the growth rate of labor and capital productivity, γ and χ, we
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need to remove the business cycle effect in the measurement. This is because the ITC model and
the IPF are based on γ and χ as the technological variables that represent the long-run technical
progress in the economy. For this purpose, we employ a peak-to-peak estimation, in which we take
those observations only from the peak of each business cycle. We can find those peaks by finding
the local maximum growth rate of the GDP with the given minimum length between each cycle,
which we set to two years. γ and χ are calculated as the average growth rate of labor and capital
productivity between the peaks. ζ is calculated as ωγ + (1 − ω) χ.

4.2 Model Specification

Specification of the functional form of IPF
For the concave IPF function, we use a downward half quadratic function, which is the simplest
possible model that has the property f ′( χ) < 0 and f ′′( χ) < 0 with no higher order terms:

γ = a χ2 + bχ + c, (22)

where a, b < 0. This model specification has a clear-cut economic interpretation for all parameters
a, b, and c. First, c represents the steady-state labor productivity growth since γ∗ = f (0) = c

according to Equation (11). In the same fashion, b represents the steady-state (negative) profit-
wage share since −(1 − ω∗)/ω∗ = f ′(0) = b in Equation (10). Finally, a determines the curvature
of the half-quadratic function. If a is negative, the function becomes concave. Higher |a | implies
that more of γ is needed in response to a change in χ as χ increases.

Now that the functional form of the IFT has been defined, we need to estimate its parameters
a, b, and c. In estimating the unknown parameters, we rely on the Bayesian inference. The Bayesian
analysis is a statistical methodology, in which investigators’ prior knowledge is systemically incor-
porated into the model estimation based on the Bayes’ theorem, p(θ |y) = p(y |θ)p(θ)/p(y), where
θ represents the parameter to be estimated, y is the observed data. The purpose of the Bayesian
analysis is to obtain the posterior distribution of parameter values θ given the data y, p(θ |y), based
on the model we specify in the form of likelihood function, p(y |θ), and our prior knowledge on the
model’s parameters, p(θ). p(y), which does not depend on θ, is a normalizing factor to make the
posterior probabilities sum up to 1.

There are two important methodological properties of the Bayesian approach that deserve our
attention. First, the Bayesian analysis is predicated on the assumption that our knowledge is ex-
pressed in the form of probability. This implies that the Bayesian approach does not assume the true
parameter value, which the classical approach in statistics often uses as a reference point to reject
or not reject the model. Instead, all possible parameter values are assigned some probability and
the inference is carried out by analyzing the distribution of them. Second, as the Bayes’ theorem
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implies, the Bayesian analysis is a systemic way of updating our prior knowledge using available
data. In a sense, the posterior distribution is the weighted average of the prior knowledge and the
likelihood of data given the model, with the weight being determined by how certain we are about
our prior knowledge and the extent to which data supports the hypothesis (theory). In the case
when we do not have prior knowledge on the model, the posterior distribution is effected only by
the likelihood function, so that the result becomes equivalent to that of the traditional maximum
likelihood estimation.

Likelihood function
Based on the entropy-constrained ITC model, we will set up the likelihood function in terms of the
distance between the observe data and the potential maximum cost reduction on the frontier ∆ζ . To
do that, we need to quantify the distance ∆ζi first. Let us suppose that we have the observed data
( χi, γi, ωi). We can calculate how far this data point is from the frontier by taking the difference
between the realized cost reduction ζi and the maximum cost reduction ζ f on the frontier. The
maximum cost reduction is calculated as follows.

First, we can locate χ f i using the relation, (1 − ωi)/ωi = − f ′( χi) = 2a χi + b. On the other
hand, γ f i is obtained using the IPF and the derived χ f i :

χ f i =
−

1−ωi

ωi
− b

2a
(23)

γ f i = a *.
,

−
1−ωi

ωi
− b

2a
+/
-

2

+ b *.
,

−
1−ωi

ωi
− b

2a
+/
-
+ c (24)

Therefore, the maximum cost reduction on the frontier is:

ζ f i = (1 − ωi) χ f i + ωiγ f i (25)

Finally, the distance between the realized cost reduction ζi and the maximum cost reduction ζ f

on the frontier is:

∆ζi = ζ f i − ζi

= (1 − ωi)
*.
,

−
1−ωi

ωi
− b

2a
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-
+ ωi

*..
,
a *.
,

−
1−ωi
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-
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-
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+//
-

−(1 − ωi) χi − ωiγi (26)
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It is worthwhile to point out that this distance is not geometrically defined. As the derivation
shows, the distance is directly measured in terms of the difference in ζ . Therefore, it is possible
that χ and γ which are geometrically close to the frontier can have a large distance in terms of cost
reductions.11

In setting up the likelihood function, we use the statistical equilibrium of the entropy-constrained
ITC model from Section 3.2 as our model. The likelihood function is the exponential distribution
of di with parameter λ: λ exp(−λ∆ζi). Therefore, the further away the data is from the frontier,
the less likely: p( χi, γi) < p( χ j, γ j ) when ∆ζi > ∆ζ j . Second, we set our likelihood function to
assign higher probability to those data points whose sum of distance is smaller. This reflects the
idea that the frontier not only encompasses all χ and γ but it also effectively minimizes the total
distance of the observed cost reductions from the maximum cost reduction on the frontier. For this
purpose, we add another exponential distribution of the sum so that the higher sum of distance is
less likely than the lower sum of distance. Since the distribution of the rate parameter itself (whose
inverse is the mean value of the sum of distance) is not our target of interest, we take it as constant
so that we simply penalizes higher sum of distance with the given rate. The result is not sensitive
to a particular value of λ̄∆ζ unless λ̄∆ζ is set too high or too low. Therefore, the second term of
the likelihood function is λ̄∆ζ exp(−λ̄∆ζ

∑n
i=1 ∆ζi) where λ̄∆ζ is the constant rate parameter. The

entire likelihood function, therefore, becomes:

p( χi, γi |ωi, a, b, c, λ, λ̄∆ζ ) = λ exp(−λ∆ζi)λ̄∆ζ exp(−λ̄∆ζ
n∑

i=1
∆ζi) (27)

Prior distribution
Now, we set up priors on the unknown parameters a, b, c, λ. First, a represents the curvature of the
IPF. For example, a = 0 implies a linear IPF while a high |a | implies a strong trade off between χ

and γ as | χ | increases. Since we do not have any prior information on a, we put a noninformative
uniform prior on the negative range to meet the model assumption of the ITC model about the
decreasing frontier function. If the posterior distribution a is far away from 0, this would imply
that the recovered IPF is indeed concave function.

Second, the parameters b and c represent the (negative) steady-state ratio of profit-wage share
and the steady-state labor productivity growth. Since −b and c are always positive in the real
domain, we can use the gamma distribution as a prior. The gamma distribution is a two-parameter
family of continuous probability distributions whose support lies on the positive real line and is a

11We have a few other constraints on the likelihood function for ∆ζi to meet the following conditions. First, the frontier includes
all ( χ, γ) inside the frontier: a χ2 + bχ + c ≥ γ. Second, since we are using a half quadratic function, the corresponding slope of
the frontier for each data point should be negative: 2a χ + b < 0. If any of these conditions are violated, p( χ, γ |a, b, c) = 0.
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general case of other positive domain distribution such as exponential distribution and chi-squared
distribution. The functional form of the gamma distribution is the following:

f (x; k, θ) =
xk−1e−

x
θ

θkΓ(k)
for x > 0 and k, θ > 0. (28)

where k and θ are the shape and the scale parameter. A large shape parameter k gives a left-skewed
distribution, whereas a smaller shape parameter gives a right-skewed distribution. For θ, a large
scale parameter gives a widely spread out distribution while a small parameter gives a more peaked
distribution.

The gamma distribution has the property that the product of two parameters k and θ is the mean
of the distribution. For b, whose negative value represents the steady-state ratio of profit-wage
share in the ITC model, we take the empirical Bayesian approach and use as a reference point the
mean value of the profit-wage ratio of the entire data set when χ is close to zero. This value is
around 1.25 in the data. We set the shape and scale parameter to 10 and 0.125 to have a large part
of its mass between 0.75 and 1.5 with the mean being 1.25. This range actually includes almost
all profit-wage share ratio in the data. For the parameter c, whose negative value represents the
steady-state labor productivity growth, we also utilize our data and find the mean value of γ around
χ = 0 to use it as the mean of the prior gamma distribution. This value is around 3%. The shape
and the scale parameter are set to 6 and 0.5 to have most of its mass between 1% and 5% with a
relatively fat right tail to express our uncertainty. These prior distributions for −b and c can be
visualized as follows:
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Figure 2: The prior distribution of parameters −b and c: −b ∼ Gamma(10, 0.125) and c ∼ Gamma(6, 0.5).
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Finally, the parameter λ is the rate parameter of the exponential distribution. Using the property
of the exponential distribution that the mean of the distribution is λ−1, λ−1 represents the mean
distance of the realized cost reduction from the maximum cost reduction on the frontier, ∆̂ζ . Since
we do not have prior information on the distance, we put a uniform prior on λ.

Thus, our prior distributions can be summarized as the following12

a ∼ Uni f (−∞, 0)

−b ∼ Gamma(10, 0.125)

c ∼ Gamma(6, 0.5)

λ ∼ Uni f (0,∞).

Posterior distribution
Assuming the independence between parameters, the posterior can be obtained as follows:

p(a, b, c, λ | χ, γ, ω, λ̄d) ∝ p( χ, γ |ω, a, b, c, λ)p(a)p(b)p(c)p(λ)

=

n∏
i=1

λλ̄∆ζexp *
,
−λdi − λ̄∆ζ

n∑
i=1

di+
-
×

×
(−b)9c(5)e−

−b
0.125−

c
0.5

(0.125)9(0.5)6Γ(6)Γ(9)
(29)

where a, b < 0, and c > 0.

4.3 Results

We estimate p(a, b, c, λ | χ, γ, ω) in Equation (29) using the Markov chain Monte Carlo (MCMC)
simulation with 100,000 iterations and 3 chains and recover the marginal distribution of parameters
a, b, c, λ. TheMCMC is a sampling method often used in the cases which we have density functions
that are not analytically tractable. What we do instead is to simulate the random variable from
the given density based on a “Markov chain" which has the target distribution as its equilibrium
distribution. Then, we recover the probability distribution of our parameters from the simulated
random numbers of them, the method that is often called the “Monte Carlo" approach. 1314.

Summary statistics with interpretation
The following table summarizes the recovered coefficients for two subsamples of our data after

12Appendix B.2 displays the comparison between the prior and the posterior distribution.
13For detailed discussions on the MCMC method, see Gamerman and Lopes (2008)
14Codes in R(RStudio Team, 2016) are available upon request.
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50,000 burn-in period of the simulation.

Parameters Mean SD 2.5% 50% 97.5%

a1 -0.09 0.01 -0.09 -0.09 -0.07
b1 -0.96 0.10 -1.03 -0.96 -0.79
c1 2.58 0.20 2.45 2.58 3.04
λ1 0.62 0.16 0.53 0.62 1.00

a2 -0.09 0.01 -0.09 -0.09 -0.07
b2 -0.96 0.10 -1.03 -0.96 -0.79
c2 6.09 0.17 5.99 6.09 6.46
λ2 0.43 0.07 0.38 0.43 0.58

Table 1: Summary statistics of the estimated coefficients a, b, c and λ of the single frontier model. The
subscript of 1 and 2 represent the first and the second subsample from 1981-85 and 1981-90, respectively.

All parameters are successfully recovered in the sense that all 3 chains are well mixed and prop-
erly converge.15 Also, all estimated parameters have relatively small standard deviation compared
to the prior distributions. This can be visually checked by juxtaposing the prior and the posterior
distribution as follows:

15Appendix displays convergence plots for the chains.
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Figure 3: The prior and posterior distributions of a, b, c and λ of the single frontier model for the two
subsamples. A clear shrinkage is noticed and the posterior distributions have relatively small standard
deviations compared to the prior distributions.

A clear shrinkage is noticed from the prior to posterior distribution, implying that our vague
and weakly informative priors on the parameter values have been updated after seeing the data at
hand.

For the interpretation of the recovered parameters, let us look at the mean and standard deviation
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of each parameter. For both of subsamples, it is estimated that the mean of elasticity a is -0.09
with a small standard deviation 0.01. It is highly unlikely for the distribution to be close to zero,
implying that the recovered IPF is indeed a concave function. This means that the degree of trade-
off between labor- and capital saving technical progress is intensified as | χ | increases. The mean
value of the steady-state ratio of profit-wage share −b is 0.96 with a small standard deviation 0.1
for both subsamples. This tells us that the steady state wage share is around 0.51%, implying that
GDP is roughly equally divided between wages and profits on the steady-state of the subsamples.

There is a noticeable difference in the recovered parameter c, which represents the steady-state
labor productivity growth. The mean value of c for the first sample is around 2.6% while that of
the second sample is around 6.1%. With no further information, this results suggests that the early
1980’swas less technologically progressive that the entire 1980’s for theOECDcountries. However,
this result should be accepted with some reservations, which actually highlights a weakness of a
single frontier model. This is related to the fact that the model assumption does not allow any
observed χ and γ outside the frontier making the estimation of the intercept c very sensitive to a
few outer points. We will discuss this matter in more detail in the discussion section.

Finally, λ is recovered 0.62 and 0.43 for each subsample. Since the inverse of λ represents the
mean distance between the observed and the maximum cost reduction, the result tells us that the
mean distance in the first subsample is 1.6% while that in the second sample is 2.3%, implying that
more uncertainty is observed in the second sample.

Visualization of recovered IPF with the histogram of distance between d and dmax

We can visualize the recovered frontier using these coefficients along with the inferred distance
of each observed cost reduction from the frontier.
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Figure 4: Recovered frontiers and the histogram of distance between the actual and maximum cost reduction
on the frontier for the single frontier model. The bold black line is the frontier recovered from the mean value
of each inferred parameters a, b, and c. The gray lines are 5,000 simulated frontiers using the distribution of
each parameters. The numbers in the plot represent cost reduction differentials calculated from the difference
between the observed cost reduction and the theoretical maximum cost reduction on the frontier. These cost
reduction differentials are summarized in the histograms. A clear exponential pattern is observed in the first
subsample. The second subsample has a less obvious pattern but still a larger part of the distribution has a
small value of observed cost reduction differentials.

The black line on the left side panel represents the frontier recovered from themean value of each
coefficient. The gray lines represent 5000 simulated frontiers. The number on the point represents
the inferred distance between the observed cost reduction and the maximum cost reduction on the
frontier for each observation ∆ζi. The smaller the number is, the more observed cost reduction is
closer to the maximum cost reduction. The recovered frontiers are successfully recovered: all data
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points are inside the frontier, the frontier is downward sloping, and some points are close to the
frontier while the others are apart from it.

The panels on the right side display the histogram of the inferred distance of cost reductions
δζ . Two interesting results are observed. First, it is clear from the histogram that more χ

and γ are observed close to the IPF. Especially, the distribution of ∆ζ for the first sample has a
distinctive exponential shapewith a significant number of observations close to the IPF. Second, this
exponential shape is less obvious when we increase the sample size. Still a majority of observations
are found near the frontier, but the pattern is not as clear as the first case. As we briefly mentioned
above, this is related to our model assumption of a single frontier which makes the estimation
sensitive to a few outer observations. We will discuss this problem in more detail in the following
discussion section.

5 Discussion

Implications of the recovered frontier
The key insight of the entropy-constrained ITC model lies on the fact that capitalist’s pursuit of
cost-reduction through technical change leads to a non-degenerate distribution of cost reductions
distances ∆ζ . In other words, some capitalists succeed to successfully process market signal in
terms of changes in input costs and properly search and adopt a new set of technologies that
increases cost reductions, but others fail to fully do so and end up not fully realizing potential cost
reduction represented by the innovation possibility frontier. This is in stark contrast to the canonical
ITC model in which the same cost-minimization behavior yields one single cost reduction right on
the innovation possibility frontier so that the distance of cost reduction is always zero.

Recovered IPFs clearly suggests that the distance of cost reduction ∆ζ is far from a degenerate
distribution. Instead, it confirms the entropy-constrained ITC model in which a large number of
observed cost reductions are close to the IPF but still some are apart from it. Especially, the
first subsample has a distinctive exponentially-shaped distribution of δζ . Remembering that the
entropy-constrained ITC model with a simple payoff function proportional to δζ has the expo-
nential distribution as the statistical equilibrium distribution, our result of recovered IPF and the
distribution of δζ suggests that the entropy-constrained ITC model is indeed a parsimonious way
to explain observed data on the patterns of technical change.

Qualifications of the single frontier model
Despite its satisfactory empirical result, the single frontier model has a few important qualifications.
First, since it assumes only one frontier, it cannot capture a possible movement of the frontier in
the economy. This issue becomes more pronounced when we pool different economies into one
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group to estimate the frontier of the entire economies. Since the observed data points in this case
consist of different observations from different countries in different years, it will not make much
sense to assume that all observations come from the same frontier. A more sensible approach will
be to hypothesize that there are multiple innovation possibilities frontiers that characterize different
sub-groups of the economies, which requires us to model a multiple frontiers model.

Second, the single frontiermodelwe employed in this paper does not allow any single observation
outside the frontier so that the frontier envelopes all the data points inside it. This approach has
a theoretical advantage since it faithfully reflects the idea of the innovation possibilities frontier
which, by definition, should represent the technological and economic limits of the technical
progress. However, the assumption that no single observation is outside the frontier makes the
estimation of the frontier very sensitive to a few data points on the outer part of the observed
data without taking enough consideration of the configuration of the data inside the frontier.
Consequently, the recovered frontier sometimes does not exhibit the exponential distribution of the
distance. This issue becomes more pronounced again when we have pooled data from different
economies, because the large scale pooled data is more likely to contain extreme values. This point
clearly observed in the result from our second larger subsample where the exponential shape is not
as clear as the one from the smaller subsample.

These qualifications of the single frontier model can be overcome by introducing a multiple
frontiers model with a stochastic process in which we can estimate all possible multiple frontiers
simultaneously given data allowing stochastic errors around the frontier region.

6 Conclusion

This paper proposes a more realistic model of technical change by generalizing the canonical ITC
model into an entropy-constrained ITC model where economic agents have a positive degree of
uncertainty. The entropy constrained ITC model leads to a probability distribution of the possible
states of the technological change while the canonical ITCmodel has the single point on the frontier
as the solution of the maximization problem. Based on the generalized ITC model, the paper tries
to estimate the innovation possibilities frontier using the Expended Penn World Table database. A
single frontier model was proposed to estimate the frontier of OECD countries for two sub-periods:
1981-86 and 1981-90. IPFs were successfully recovered and confirmed the empirical legitimacy
of the entropy-constrained ITC model.

There are threemajor contributions that this research canmake to the economics literature. First,
the paper provides one prominent example of how information theoretic approach can be useful
to set up more realistic models in economics. Without specifying any behavioral or informational
biases in economic agents, we are able to explain heterogeneity of the economic behavior based
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on a fairly weak assumption that there is a positive degree of uncertainty in actions. This simple
assumption leads to a parsimonious model that explains the observed data.

Second, the paper is the first attempts to estimate the technological frontiers of the ITC model.
IPFs have remained as a theoretical entity in much of ITC literature including Kennedy (1963) and
Foley (2003). This paper sets up a likelihood function in terms of the distance in observed and
maximum theoretical cost reduction ∆ζ , and successfully recovers the IPFs for subsamples.

Third, this paper shows the strength of the Bayesian approach in economic analysis, through
which we can utilize our prior knowledge in estimating models and express our uncertainty about
the result in a systematic way. The advantage of using the Bayesian approach is highlighted in our
paper particularly because we are able to utilize our prior knowledge on some unknown parameters
directly based on an economic theory such as a Goodwin labor market model with the ITC. This
provides a benchmark for a plausible range of our parameters such as the steady state profit-wage
share and labor productivity growth.

Our research on the entropy-constrained ITC model with a single IPF can be further generalized
to a multiple frontiers model with a stochastic process. This new line of research will be particularly
useful if one pools different economies with large sample size and wants to see if there exist multiple
frontiers that characterize each cluster of economies.

25



Acknowledgements

This paper benefited from extensive discussions with Prof. Duncan Foley. I am also grateful to
Gerald Dumenil and Dominique Levy, and Christian Schoder for their helpful comments on the
previous version of this draft. I owe my colleagues Özlem Ömer and Luis Daniel Torres Gonzales
for comments and detailed proofreading of this paper.

26



References

Dumenil, G. and Levy, D. (1995). A stochastic model of technical change: an application to the us
economy. Metroeconomica, 46:213–245.

Dumenil, G. and Levy, D. (2005). Technology and distribution: Historical trajectories a la marx.
Cepremap, Modem, Paris.

Dumenil, G. and Levy, D. (2011). The classical-marxian evolutionary model of technical change,
application to historical tendencies. In Setterfield, M., editor, Handbook of Alternative Theories
of Economic Growth, pages 234–274. Edward Elgar, Aldershot, England.

Foley, D. (2003). Endogenous technical change with externalities in a classical growth model.
Journal of Economic Behavior and Organization, 52.

Foley, D. K. (1994). A statistical equilibrium theory of market. Journal of Economic Theory, 62.

Foley, D. K. (1999). Unholy Trinity: Laobr, Capital, and Land in the New Economy. Routledge.

Foley, D. K. (2010). What’s wrong with the fundamental existence and welfare theorems. 75:115–
131.

Gamerman, D. and Lopes, H. F. (2008). Markov Chain Monte Carlo: stochastic simulation for
Bayesian inference (2nd edn). CRC Press.

Jaynes, E. T. (1978a). Information theory and statistical mechanics. Physical review, 106.

Jaynes, E. T. (1978b). Where do we stand on maximum entropy? Presented at the Maximum
Entropy Formalism Conference, MIT, May 2-4, 1978.

Jaynes, E. T. (1988). Maximum Entropy and Bayesian Methods in Science and Engineering:
Foundations. "The Relation of Bayesian and Maximum Entropy Methods". Belknap Press,
edited by Gary J. Erickson and C. Ray Smith, Kluwer Academic Publishers: Boston, London,
Dordrecht.

Jaynes, E. T. (2003). Probability Theory:The Logic of Science. Cambridge University Press.

Kennedy, C. (1964). Induced bias in innovation and the theory of distribution. The Economic
Journal, 74:541–547.

Luo, Y. and Young, E. R. (2009). Rational inattention and aggregate fluctuations. The B.E. Journal
of Macroeconomics, 9.

27



Marx, K. (1990). Capital: A Critique of Political Economy. Volume 1. Penguin Books.

Ricardo, D. (2004). On the principle of political economy and taxation. In Sraffa, P., editor, The
Works and correspondence of David Ricardo. Liberty Fund.

RStudio Team (2016). RStudio: Integrated Development Environment for R. RStudio, Inc., Boston,
MA.

Shannon, C. (1948). A mathematical theory of communication. Bell System Technical Journal, 27.

Sims, C. A. (2003). Implications of rational inattention. Journal of Monetary Economics, 50.

Sims, C. A. (2006). Rational Inattention: A Research agenda.

Smith, E. and Foley, D. K. (2008). Classical thermodynamics and economic general equilibrium
theory. Journal of Economic Dynamics and Control, 32.

Wolpert, D. H. (2009). Information theory - the bridge connecting bounded rational game theory
and statistical physics. In Braha, D., Minai, A. A., and Bar-Yam, Y., editors, Complex Engineered
Systems, chapter 12, pages 262–290. Springer.

Woodford, M. (2009). Inattention as a source of randomized discrete adjustment. Columbia
University working paper.

Yang, M. (2009). Coordination with rational inattention. Princeton University Working Paper.

28



A Convergence Plot of MCMC Simulation
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Figure 5: Convergence plots for a, b, c and λ of the single frontier model for two subsamples. All chains are
well mixed and properly converge.
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